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1. A version of this technique that adds a sparsity constraint has a convex relaxation that can be solved via 
fantope projection. Novembre et al. used this technique to generate an image often shown in introductory 
lectures that looks like a map of Europe. This technique often uses Nonlinear Iterative Partial Least Squares, 
or NIPALS. In computer vision, this technique produces a set of creepy looking blurred “eigenfaces.” Like (*) 
factor analysis, this technique usually involves finding the “elbow” of a scree plot. This technique begins by finding 
the vector v that maximizes “v-transpose X-transpose X v” among all unit vectors. This technique involves 
computing the eigenvectors of the covariance matrix and projecting onto the first few to maximize variance. For 10 
points, name this linear dimensionality reduction method named for the orthogonal vectors it produces.  
ANSWER: principal component analysis [or PCA; prompt on singular value decomposition or SVD]  
 
2. A type of Bayesian method described by this adjective, which can be solved via the CAVI algorithm, relies 
on ignoring a log-likelihood term and instead minimizing the ELBO, or evidence lower bound. A method 
described by this adjective that uses the “reparameterization trick” was introduced by Kingma and Welling 
and uses an architecture in which a latent space bottleneck lies in between two neural networks. Generative 
adversarial networks are often contrasted with that type of (*) autoencoder described by this adjective. A 
method named for this adjective is most famously used in quantum mechanics, in which it relies on the fact that the 
expectation value of a trial Hamiltonian is bounded below by the ground state energy. For 10 points, give this 
adjective whose noun form names a calculus used to find extrema of functionals, as in the Euler-Lagrange equation.  
ANSWER: variational [accept variational Bayes; accept variational autoencoder; accept calculus of variations]  
 
3. Several definitions of a property with this adjective in its name are equivalent by the Portmanteau 
theorem. Any tight sequence of measures in Euclidean space has a subsequence with a property described by 
this adjective, by Prokhorov’s theorem. The Banach-Alaoglu theorem describes compactness in a topology 
with this adjective in its name, which is the coarsest topology such that every element of the dual space is 
continuous. This adjective is the first word in the name of a (*) specific theorem that is proved by applying 
Chebyshev’s inequality and assuming a uniform bound on the variances. That theorem whose name begins with this 
adjective establishes convergence in probability of the sample mean to the true mean, in contrast to almost sure 
convergence. For 10 points, give this adjective that describes the easier of the two laws of large numbers to prove.  
ANSWER: weak [accept weak convergence; accept weak topology; accept weak law of large numbers; prompt on 
law of large numbers by asking “what word comes before law in that specific theorem?”] 
 
4. A problem named for these quantities has a solution when Carleman’s condition holds. A technique named 
for these quantities was generalized by Lars Peter Hansen to incorporate a weighting matrix W in the 
quadratic form to be minimized. A method of parameter estimation named for these quantities involves 
writing these quantities as functions of the parameters, inverting those functions, and plugging in sample 
values. (*) Cumulants are a common alternative to these quantities. The nth of these quantities can be found by 
evaluating the nth derivative at t equals zero of: “the expected value of e to the tX,” which is a generating function 
named for these quantities. When the first of these quantities is zero, the second of them is the variance. For 10 
points, name these quantities, the nth of which for a random variable X equals the expectation of X to the n.  
ANSWER: moment [or central moment; accept the problem of moments; accept (generalized) method of 
moments; accept moment generating function]  
 
5. This property is referenced in the name of an estimator that includes a term of the form: [read slowly] “two 
sigma-squared times the sum of partial mu-hat partial y-sub-i,” discovered by Charles Stein. A hypothesis 
test is said to have this property if its rejection probability is always higher when the alternative is true than 
when the null is true. The best estimator with this property is called the MVUE (“M-V-U-E”). The (*) OLS 
estimator outperforms any other linear estimator with this property, and is thus “BLUE,” by the Gauss-Markov 
theorem. The sample variance is divided by “n minus one” instead of n to give it this property. The mean-squared 
error of an estimator with this property equals its variance, since the other term in a namesake decomposition 
vanishes. For 10 points, name this property of estimators whose expectation equals the true parameter.  
ANSWER: unbiased [accept answers indicating that there is zero bias] (The estimator in the first line is Stein’s 
unbiased risk estimate, or SURE.) 
 



6. Bickel and Levina developed a method to estimate one of these objects by creating a banded approximation 
via hard thresholding. Two of these objects are assumed to be equal when reducing from quadratic to linear 
discriminant analysis. In CCA, one of these objects is partitioned into pieces given the subscripts XX, XY, YX, 
and YY. The sample version of one of these objects is proportional to the Gramian of the data, and the inverse 
of one of these objects is called the precision (*) matrix. This object for “b-transpose X” equals b-transpose times 
this object for X times b. A multivariate Gaussian random variable is uniquely determined by its mean vector and 
one of these matrices, which is written capital Sigma. For 10 points, name this type of matrix named for a quantity 
that is normalized by the product of standard deviations to obtain the correlation.  
ANSWER covariance matrix [or variance-covariance matrix; prompt on Sigma before mentioned] 
 
7. Like the proportional hazards model, this technique is the subject of the empirical “rule of ten.” This is the 
most commonly used technique for which certain outputs can be infinite in situations with complete 
separation or quasi-separation. This technique is typically used to estimate propensity scores when using 
propensity score matching. The most common alternative to this technique uses the CDF of the standard 
normal and is called a (*) probit model. Besides linear models, this is by far the most commonly used GLM, or 
generalized linear model. A probability p in this technique equals “e to the X beta” all over the quantity “one plus e 
to the X beta”; equivalently, the log of the odds ratio “p over one minus p” equals X beta. For 10 points, name this 
technique, the most common form of regression for binary outcomes, which is named for a sigmoid-shaped function.  
ANSWER: logistic regression [or logit regression; prompt on binary regression or binomial regression; accept 
“model” in place of regression; the word “regression” is not needed after it has been said] 
 
8. With probability one, this is the supremum of all exponents alpha for which Brownian motion is 
everywhere locally alpha-Hölder continuous. In stochastic calculus, “dW” equals “dt” raised to this power. If 
X is a standard normal random variable, the mean of “e to the X” is e raised to this constant. In the standard 
formulation of the airplane seating problem, this is the probability that the last person in line ends up in the 
correct seat. This is the larger of the two common answers to the (*) Sleeping Beauty problem. When its two 
parameters are equal, this is the mean of a beta distribution. This is the mean of a Bernoulli distribution whose 
variance is one-quarter. In the density of a standard normal, the negative of this constant multiples x-squared in the 
exponent. For 10 points, what is the probability that a fair coin flipped twice has two different outcomes?  
ANSWER: one-half [or equivalents like 0.5 or 50%] 
 
9. One of these functions that arises by Taylor expanding a neural network is used to model the network’s 
evolution during gradient descent. These functions can be expanded in terms of a basis of eigenfunctions of 
the Hilbert-Schmidt operator, by Mercer’s theorem. Solutions to certain regularized risk functionals can be 
written as a finite linear combination of these functions, by the representer theorem. A positive definite one of 
these functions corresponds to a unique Hilbert space on which the evaluation functional is continuous; such 
spaces are named for (*) “reproducing” examples of these functions. One of these functions applied to x and y 
equals the inner product of phi of x and phi of y, where phi is the “feature map.” Machine learning techniques like 
support vector machines can be rewritten in terms of one of these functions via a namesake “trick.” For 10 points, 
name these functions symbolized k, which share their name with an alternate term for the null space of a matrix.  
ANSWER: kernel [accept neural tangent kernel or NTK; accept kernel trick or kernel method; accept reproducing 
kernel; prompt on k before mentioned] 
 
10. The inadmissibility of this method in dimensions three and higher can be shown via an explicit 
construction named for James and Stein. Because this method gives biased estimates of variance components, 
mixed models typically use a “restricted” variant that first applies a projection matrix. PCA and this method 
are the two most common ways of obtaining estimated factors when doing factor analysis. When this method 
is not computationally feasible because of (*) latent variables, one can instead use the hill-climbing EM algorithm. 
This method involves finding extrema of the score function, or equivalently, taking the log of the density and then 
setting its derivative equal to zero. For 10 points, name this method of parameter estimation that finds the 
parameters under which the observed data has the highest chance of occurring.  
ANSWER: maximum likelihood estimation [or MLE; accept restricted maximum likelihood or reduced 
maximum likelihood or residual maximum likelihood or REML] 
 
 
 



11. Description acceptable. This quantity is in the numerator of a ratio that converges to a fixed value rho in 
Freedman’s paradox. A common rule-of-thumb is to choose this quantity to be close to its corresponding 
Mallows’ Cp statistic. Twice this quantity minus twice the log-likelihood gives the Akaike information 
criterion, or AIC. When performing an F-test for a linear model, the (*) degrees of freedom of the numerator 
equals the difference of two instances of this quantity. This quantity increases by one at each stage of forward 
selection. This is the number of columns in a design matrix. When this quantity is large relative to n, a data set is 
called “fat” or “wide.” For 10 points, name this quantity equal to the dimension of the vector beta in linear 
regression, usually written lowercase p.  
ANSWER: number of parameters [or number of features or number of regressors or number of covariates or 
number of variables or number of coefficients or number of predictors or clear equivalents of any of these; 
prompt on k; prompt on p before mentioned; prompt on model size or model complexity] 
 
12. The original regression is equivalent to a two-stage procedure whose second stage uses a set of these 
quantities in the Frisch-Waugh-Lovell theorem. In GLMs, these quantities are replaced by an analog defined 
in terms of contribution to the deviance. A common version of the bootstrap that does not resample pairs “X 
comma Y” instead resamples these quantities. These quantities equal “I minus H” times Y, where H is the hat 
matrix. A common (*) outlier detection method divides these quantities by their estimated standard deviation times 
“the square root of one minus their leverage” to produce their “studentized” form. A term named for these quantities 
appears in the numerator of the subtracted term in the definition of R-squared. The sum of the squares of these 
quantities is minimized in OLS. For 10 points, name these differences between the observed and estimated values, 
which are often confused with the errors.  
ANSWER: residuals [accept deviance residual; accept residual sum of squares; do not accept or prompt on 
“errors”] 
 
13. This theorem is used to prove the existence of a process that is the subject of the Novikov condition, and 
which is central to the proof of Girsanov’s theorem. In financial math applications, such as the Black-Scholes 
equation, this theorem is used to convert to risk neutrality. Either this theorem or the Hilbert projection 
theorem is used to prove the existence of the conditional expectation. The proof of this theorem uses the Hahn 
and Jordan decomposition theorems. Two (*) “less than” symbols written back-to-back denote a property central 
to this theorem. A probability density function is an example of a namesake “derivative” whose existence is 
established by this theorem. If a measure nu is absolutely continuous with respect to another measure mu, then nu 
can be written as the integral of some function with respect to mu according to, for 10 points, what doubly-
eponymous theorem from measure theory?  
ANSWER: Radon-Nikodym theorem 
 
14. The sum of these quantities is constrained in a convex relaxation proposed by Candès et al. named for 
thresholding these quantities. All but the first few of these quantities are set to zero in a construction whose 
optimality is given by the Eckart-Young theorem. The Euclidean norm of the vector of these quantities is 
called the Frobenius norm. Taking the reciprocal of all of these quantities that are nonzero gives a standard 
construction of the (*) Moore-Penrose pseudoinverse. These quantities are the axis lengths of the hyperellipse 
formed by applying a matrix to the unit sphere. A technique named for these quantities is applied to the data X in 
principal component analysis. These quantities are the square roots of the eigenvalues of “A-transpose A” and 
appear in the middle term of the expression “U Sigma V-transpose,” For 10 points, name these values that appear in 
a namesake matrix decomposition.  
ANSWER: singular values [accept singular value decomposition; prompt on sigma] 
 
15. A function with this adjective in its name is estimated using overlapping subsequences in Welch’s method. 
Window functions can reduce a form of “leakage” described by this adjective. The periodogram is a sample 
estimate of a function with this adjective in its name, which can be written as a Fourier series with coefficients 
derived from the autocovariance function gamma. A density function with this adjective in its name is related 
to the autocorrelation function by the (*) Wiener-Khinchin theorem. A theorem named for this adjective 
generalizes to infinite dimensional Hilbert spaces with the added condition that the operator is compact. A theorem 
described by this adjective partly states that the eigenvalues of a Hermitian operator are real. For 10 points, give this 
adjective that names the theorem stating that a symmetric matrix has an orthonormal basis of eigenvectors.  
ANSWER: spectral [accept spectral density or power spectral density; accept spectral theorem; accept spectrum] 
 



16. This word describes a family of distributions that includes a term of the form “eta of theta times T of x 
minus A of theta,” where “T of x” is a complete sufficient statistic and “eta of theta” is the “natural 
parameter.” The responses in a generalized linear model must come from a “family” of distributions 
described by this word. This word names the distribution with the following property: the conditional 
probability that X is (*) greater than “t plus s” given that X is greater than t equals the probability that X is greater 
than s; hence, this is the unique “memoryless” distribution. This is also the distribution of the waiting times in a 
Poisson process. For 10 points, give this name for a distribution whose density function is lambda times e to the 
negative lambda x. 
ANSWER: exponential [accept exponential family; accept exponential distribution] 
 
17. With Alexis Hocquenghem, two statisticians from this country name random error-correcting codes 
constructed using primitive elements of Galois fields. For densities p and q, the integral of the square root of 
pq defines a distance named for a statistician from this country. Two statisticians from this country name 
theorems about complete sufficient statistics, which state respectively that they are minimal sufficient and 
independent of ancillary statistics. A statistician from this country names a norm defined as the (*) quadratic 
form of a vector with the inverse covariance matrix. A statistician from this country is the second name in a lower 
bound on the variance of unbiased estimators, which he co-names with Harald Cramér. For 10 points, a physicist 
from what country is the first name in a set of statistics for integer spin particles along with Einstein? 
ANSWER: India [or Republic of India; or Bhārat Gaṇarājya] (The statisticians clued are: Raj Bose, D. K. Ray-
Chaudhuri, Anil Kumar Bhattacharyya, Raghu Raj Bahadur, Debabrata Basu, P. C. Mahalanobis, C. R. Rao, and 
Satyendra Nath Bose.) 
 
18. This type of point names a class of optimization algorithms based on augmenting the objective with a 
barrier function. Wilks’ theorem assumes that the true value of the parameter is one of these points for the 
parameter space. The existence of this type of point for the feasible region implies strong duality of a convex 
problem, by Slater’s condition. If a nonempty complete metric space is the countable union of closed sets, at 
least one must have this type of point by the (*) Baire category theorem. If a holomorphic function on a region 
attains its maximum modulus at one of these points, it must be constant. For a set S, the set of these points is written 
by appending a small superscript circle to S. By definition, all points in an open set are points of this type. For 10 
points, name this type of point in a set S such that there exists a ball around the point that is also in S.  
ANSWER: interior point [accept relative interior or relint; accept interior-point method] 
 
19. This mathematician names a maximal inequality for sums of random variables that is a special case of 
Doob’s martingale inequality. A theorem named for this mathematician gives conditions under which families 
of finite-dimensional distributions define a continuous-time stochastic process. This mathematician names a 
theorem that gives three conditions for the convergence of a random series, which can be used to prove the 
strong law of large numbers. This mathematician names the result that elements of the (*) tail sigma-algebra 
must have probability zero or one. This man is the first name in a test that uses the maximum difference between a 
CDF and an empirical CDF, which is co-named for countryman Nikolai Smirnov. For 10 points, name this Russian 
whose book Foundations of the Theory of Probability developed the modern axioms of probability.  
ANSWER: Andrey Kolmogorov  
 
20. A standard proof of the validity of this method expands a fraction as a sum over all possible values of its 
denominator, then alters an indicator function by setting a certain quantity to zero. This method is valid 
under a form of positive dependence called the PRDS property, though for general dependence it picks up an 
extra log factor that can be corrected via a modification named for Yekutieli. This is the most popular 
method associated with a quantity written as the expected value of the (*) ratio “V over the max of R and one.” 
This method finds the largest value k such that the kth largest p-value is below alpha times “k over n.” This method 
is less conservative than methods like the Bonferroni correction that instead control the familywise error rate. For 10 
points, give this most common method of controlling the false discovery rate, named for two Israeli statisticians.  
ANSWER: Benjamini-Hochberg method [or Benjamini-Hochberg procedure; accept BH method or BH 
procedure] 
 
 
 
 



21. In this technique, the Goodman-Bacon decomposition writes the OLS two-way fixed effect estimate as a 
weighted average of other estimators. Bertrand, Duflo, and Mullainathan showed that this method severely 
underestimates standard errors in a paper whose title asks “How much should we trust [this method]?” This 
method fails to produce an unbiased estimate of the ATT when a counterfactual assumption about trends is 
violated. A 1990 study used this method to analyze the effect of (*) immigration on wages and employment via 
analysis of the Mariel boatlift. Card and Krueger used this method to study the effect of minimum wage increases on 
unemployment. This method essentially involves comparing the slopes of two lines. For 10 points, name this 
econometric method that compares the change in outcome between a treatment group and a control group.  
ANSWER: difference-in-differences [accept DiD or DD; accept diff-in-diff or diff-diff] 
 
22. A model partly named for this phenomenon, developed by Robert Engle, has a generalized form that uses 
an ARMA (“A-R-M-A”) model to incorporate past volatilities. This phenomenon is the alternative hypothesis 
in a test that analyzes the product of sample size and the R-squared of an auxiliary regression. Estimators 
named for being “consistent” under this phenomenon include one named for Huber and White. 
Autoregressive ARCH and GARCH models are (*) named for the fact that they model this phenomenon. WLS 
accounts for this phenomenon by incorporating a diagonal weighting matrix in the objective. The [emphasize] lack 
of this phenomenon, along with normality of the data and independence, is one of the three assumptions when 
performing ANOVA. This phenomenon corresponds to each epsilon term having a distinct sigma squared value. For 
10 points, name this phenomenon in which noise terms of different units have unequal variances.  
ANSWER: heteroscedasticity [accept conditional heteroscedasticity; accept non-homoscedastic or similar word 
forms; accept heteroscedasticity-consistent standard errors; accept (generalized) autoregressive conditional 
heteroscedasticity; prompt on answers indicating unequal variances or non-homogeneity of variance or other 
equivalents; prompt on ARCH or GARCH]  
 
23. Description acceptable. An algorithm that performs this general task has a variant called MALA that 
involves discretizing an SDE for Langevin diffusion. A technique named for this task converts to a new 
measure in order to overweight a small region of high importance. An algorithm that performs this task uses 
a transition kernel, which appears in the formula for the acceptance ratio. Algorithms with this goal may 
discard the (*) initial iterations to account for burn-in.  This task can be difficult to do directly for the posterior 
because the integral in its denominator can make it known only up to a constant. This task can be accomplished via 
the Metropolis-Hastings algorithm and other Markov chain Monte Carlo algorithms, including one named for Gibbs. 
For 10 points, name this task of obtaining values drawn from a specific distribution.  
ANSWER: sampling from a distribution [accept word forms; accept equivalents like simulating from a 
distribution; accept importance sampling; prompt on Markov chain Monte Carlo or MCMC] 
 
24. The existence of a measure with this property can be proved by writing such measures as the extremal 
points of a nonempty set and applying the Krein-Milman theorem. Applying a theorem named for this 
property to the function “x plus alpha mod 1” gives a proof of Weyl’s theorem about sequences in the unit 
interval. Irrational circle rotations have this property uniquely for the Lebesgue measure. This property is 
equivalent to every invariant set being either full measure or zero measure. Any aperiodic, irreducible finite 
state (*) Markov chain has this property. A pair of theorems about this property that are named for von Neumann 
and Birkhoff equate the time average and space average of a measure-preserving transformation. For 10 points, give 
this property that names the hypothesis that, in the long run, a system visits all microstates with equal probability.  
ANSWER: ergodic [or word forms like ergodicity; accept ergodic theorem or ergodic measure or ergodic 
hypothesis] 
 
25. This distribution mitigates the “crowding problem” in a technique that uses the bisection method to find 
parameters that yield a preset “perplexity.” The PDF of this distribution includes a ratio of gamma functions, 
with the numerator’s argument one-half larger. RNA-seq data often uses a dimensionality reduction method 
named for this distribution, which is a variant of stochastic neighbor embedding. This is the distribution of a 
standard normal (*) divided by the square root of a chi-squared over its degrees of freedom. Different test statistics 
follow this distribution depending on whether the data are paired or unpaired. This distribution was discovered at 
Guinness Brewery by William Sealy Gosset, who published his results pseudonymously. For 10 points, name this 
distribution that arises when testing the mean of a normal with unknown variance, a test named for Student. 
ANSWER: Student’s t-distribution [accept Student’s t-test; accept t-SNE or t-distributed stochastic neighbor 
embedding] 



 
26. The continuity of this quantity is a standard sufficient condition for showing a family P-sub-theta is 
quadratic mean differentiable. For a smooth prior, the posterior will converge to a Gaussian whose variance 
is defined via this quantity, by the Bernstein-von Mises theorem. This quantity’s observed value is replaced 
by its expected value in an approximation that underlies the most common scoring algorithm. The square 
root of this quantity is proportional to the Jeffreys prior. This quantity equals the (*) variance of the score. 
Under regularity conditions, this quantity can be defined as either the expected square of the first derivative or the 
negative expected value of the second derivative of the log-likelihood. The inverse of this quantity gives the 
Cramér-Rao lower bound on the variance of an unbiased estimator. For 10 points, give this quantity named for the 
formulator of ANOVA and the F-distribution.  
ANSWER: Fisher information matrix [prompt on information matrix]  
 
27. In experimental design, this statistician and K. B. Wilson introduced response surfaces, which include a 
design that this statistician co-names with Donald Behnken. This statistician originated the aphorism “all 
models are wrong, but some are useful.” In time series, this statistician is the alphabetically first name in both 
a test for nonzero autocorrelation and the most common procedure used to fit an ARIMA model. This 
statistician is the first name in a method that inputs y and outputs “y to the (*) lambda minus one all over 
lambda” for nonzero inputs lambda, which is meant to make the data more normally distributed. For 10 points, give 
this statistician whose name appears first in a rhymingly-named power transform that he co-names with David Cox.  
ANSWER: George Box [or George Edward Pelham Box; accept Box-Behnken designs; accept Ljung-Box test; 
accept Box-Jenkins method; accept Box-Cox transformation] 
 
28. An analog of this theorem for Polish spaces is named for Kuratowski and Ulam. This theorem is used to 
derive a function’s “layer cake” representation. For a set E, the standard proof of this theorem considers 
“slices” of E written E-sub-x. This is the most famous theorem whose rigorous proof uses the theory of 
product measures. An analog of this theorem for nonnegative functions is named for Tonelli. A proof that the 
Gaussian (*) integral equals the square root of pi first applies this theorem to the square of the integral, then 
converts to polar form to make the integrand “r e to the negative r-squared.” This theorem is analogous to Clairaut’s 
theorem for derivatives, which says that mixed partial derivatives can be taken in either order. For 10 points, name 
this theorem from multivariable calculus that allows the order of iterated integrals to be swapped.  
ANSWER: Fubini’s theorem [or Fubini-Tonelli theorem; prompt on Tonelli’s theorem until mentioned by asking 
“what is its more famous counterpart?”] 
 
29. A type of risk named for this word can be lower bounded via Fano’s method, Assouad’s method, or Le 
Cam’s method. This word commonly names a result in computational complexity theory about randomized 
algorithm performance, called Yao’s principle. In statistical decision theory, the two most common risk 
criteria are the Bayes risk and a risk denoted by this word. An algorithm denoted by this word can be made 
more efficient via (*) alpha-beta pruning. A theorem of this name states that any finite, two-player, zero-sum game 
has a value V and a mixed strategy such that player one can earn at most V and player two can earn at most negative 
V. A criterion described by this word is equivalent to finding the infimum of the supremum. For 10 points, name this 
word formed by merging two other words, which refers to the smallest possible value of the largest case.  
ANSWER: minimax [accept min-max] 
 
30. A “soft” one of these objects incorporates “gating networks” in an algorithm developed by Michael 
Jordan called hierarchical mixture of experts. A comparatively fast algorithm that uses a uniform 
distribution to form these objects has a name that shortens the phrase “extremely randomized” to “Extra.” 
Each of these objects is formed to minimize the Gini impurity in a common criterion used by the CART 
algorithm. Because a (*) single one of these objects tends to have high variance, several of them are created from 
separate bootstrap samples, each by randomly selecting a subset of features, in an ensemble learning method 
popularized by Leo Breiman. One of these objects applies a series of binary partitions to the feature space, similar to 
a flowchart. For 10 points, name these objects whose estimates are aggregated in a random forest.  
ANSWER: decision tree [or classification tree; or regression tree; or random tree; accept ExtraTrees] 
 
 
 
 


